Learning RVK-Basic, Part 10

By Bob Vun Kannon

RVK-Basic is a free Basic compiler for the Atmel AVR line of micro-controllers. You can download a copy of this compiler from the Nuts & Volts web site. With this compiler you can write and compile very fast, efficient programs for most of the AVR micro-controllers. 

In today’s article we will develop a new way to generate Pulse Width Modulation (PWM) which will even work on chips that do not contain PWM generators. 

PWM In General

PWM can be used for many different purposes. As I discussed two articles ago, PWM is often used to control motors. It can also be used with a resistor-capacitor filter, as shown in the sketch below, as a poor man’s analog-to-digital converter. It is common to command model aircraft servos with a DC voltage, and a filtered PWM output can do just that for us.
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In general, the average DC voltage coming out of any PWM signal can be calculated as follows. Where PWM is the fraction of the time that the signal is high, and VMAX is the maximum voltage from the output of the processor (usually 5 volts or whatever you’re running the processor on) then VAVG, the average output of the PWM signal will be given by: 


VAVG = PWM * VMAX

Some of the Atmel AVR processors have one or more PWM generators on the chip. How to use these was covered two articles ago. You can also read the RB.TXT file for details on the PWM and PWMB commands. 

Interrupt-driven Code

Now we are going to develop code that will output PWM on any AVR processor, and can output PWM out of any output pin. Furthermore, the code will be rather simple and will not get in the way of the rest of your program because it is interrupt driven.

The idea is simple but elegant. I am happy to express my sincere thanks to Glen Aidukas, who wrote me and suggested this approach. 

We will run a timer-counter (TIMER0 in this particular example) and let it interrupt the program every time it overflows. Each time we get an interrupt from TIMER0 we will increment a PWM counter. During the handling of that interrupt, we will simply compare the PWM counter to each of the commanded values for each PWM output channel. In the example below, there will be four PWM outputs from one little 2313. Whenever the commanded value exceeds the PWM counter we set the output bit for that channel, otherwise we reset the output.  This is all performed in the INTERRUPT T0 routine below. 

I’ve also included a variable RTC% in the interrupt handler, which could be used as a real time clock for the system. You don’t have to use it if you don’t need it, just as you can easily change the number of PWM outputs to suit your application. In using TIMER0 to generate the interrupts for PWM, we have lost the ability to use a PAUSE statement anywhere else in the program. This loss is compensated by the availability of a real-time clock.

In the example below, I have simply set the four PWM commands to constants. It’s up to you to vary the commands as your application requires. I’ve also put in an empty DO LOOP where you could fill in your program code. You will notice that I have scaled the command to be in range of 0 to 99. You can change this by altering the final IF statement in the interrupt handler. 

If you run the program just as is, you will see four PWM signals coming out of ports B0, B1, B2, and B3 from your 2313. These could be controlling just about anything, perhaps rudder, elevator, ailerons, and throttle for an aircraft. Or they could be four motor commands for a robot. 

A Working Example

Here’s how simple the program is. 

  DEVICE 2313

        MHZ   8

        REVISION PWM_DEMO

        DIRPORT B,OUT

        OUTPORT B, &B11111111

        '..the following define the PWM output channels...

        EQU "B,0","PWMB0"

        EQU "B,1","PWMB1"

        EQU "B,2","PWMB2"

        EQU "B,3","PWMB3"

        INTERRUPT T0, ON'..enables interrupt on TIMER0 overflow.

        TIMER0 ON 8     '..clk for timer0 is 1 MHz. Timer overflows

                        '..1 MHz/256 = 3906 Hz.....................

        cmda = 10  '..dummy value for PWMB0

        cmdb = 97  '..dummy value for PWMB1

        cmdc = 25  '..dummy value for PWMB2

        cmdd = 45  '..dummy value for PWMB3

        pwmctr = 0


  rtc% = 0 

MAIN:   DO

        
'..more code can go here...

        LOOP

'=====BEGIN INTERRUPT HANDLERS==========================

INTERRUPT T0

        PUSHREG

        PUSHFLAGS

        IF cmda > pwmctr Then

          SETBIT "PWMB0"

        ELSE

          CLRBIT "PWMB0"

        END IF 

        IF cmdb > pwmctr Then

          SETBIT "PWMB1"

        ELSE

          CLRBIT "PWMB1"

        END IF 

        IF cmdc > pwmctr Then

          SETBIT "PWMB2"

        ELSE

          CLRBIT "PWMB2"

        END IF 

        IF cmdd > pwmctr Then

          SETBIT "PWMB3"

        ELSE

          CLRBIT "PWMB3"

        END IF

        INCR pwmctr

        IF pwmctr > 99 THEN

          pwmctr = 0

        END IF

                        '..pwmctr variable will overflow every 100

                        '..counts, so the PWM frequency will be

                        '..8 MHz/8/256/100 = 39.0 Hz with a

                        '..resolution of 1% of full scale


  INCR rtc%
    ‘..a real-time-clock counter for program use

        POPFLAGS

        POPREG

END INTERRUPT

'=====END INTERRUPT HANDLERS=============================

By all means run this on your development board and watch the PWM come out of four different pins of a 2313 on your oscilloscope. It’s a wonderful sight.

Theoretical Limits

There are limits to interrupt-driven PWM, and we should be aware of them. As is obvious from the code above, the PWM is being generated by software. So it requires processor time to perform the PWM interrupt routine. 

By compiling and assembling the program, we can create a LST file, which will show us where every instruction is located in flash memory. A quick look at this code will show us that the interrupt handler uses 56 words of flash and that this will require 60 clock ticks to execute. As I have written the code above, this means that an interrupt will be processed every 8 * 256 clock ticks or every 2048 clocks. 

Thus we see that the processor is spending 60 / 2048 * 100% of its time doing PWM, or 2.9%. We could make the PWM output frequency eight times faster by changing the “TIMER0 ON, 8” to “TIMER0 ON, 1”. In this case the PWM will be running at about 312 Hz and the processor will be spending 23.4% of its time handling PWM. This still means that we have over 75% of the processing capability left to use and that’s a very respectable margin!

Thus we have found a limit for interrupt-driven PWM. We won’t be able to make it go much faster than 300 Hz (unless we can get a faster processor clock). By way of comparison, when we use the hardware PWM generators in an 8535 with a clock frequency of 8 MHz we can get a 60 KHz output for 8-bit PWM. 

The R-C Filter

Now to actually use this system, we need to calculate the R-C filter values. 

Since we are using PWM with a resolution of 1%, it would seem desirable to have the ripple output from our RC filter about 1%. In this case we need to set the pole location for the filter to 1% of the PWM frequency. I’ll use 312 Hz PWM as an example. Set the filter pole to 3.12 Hz.


1 / (2 * PI * R * C) = 3.12

Choosing C to be 10 uF yields a resistor value of 5.1 K ohms. You can build this filter and observe that the output ripple is about 1% of full scale when the PWM frequency is 312 Hz. This is left as an exercise for the diligent student.

In some cases, a simple RC filter won’t do the job because the component values become unreasonably large. We could use a two-pole passive filter as shown below to filter the 312 Hz PWM input. (Don’t let the terminology throw you. If you haven’t studied Operational Calculus you can’t be expected to know what a pole is, but you can still calculate useful filters following the examples I give.)
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If we choose R to be 1.2K ohms and C to be 10 uF we will get a double pole location at about 13 Hz. When we apply a 5 Vpp PWM input, we will see about .009 Vpp ripple at the output.

By way of comparison, the single pole filter gave us about .05 Vpp ripple at its output and twice the output resistance. Clearly the two-pole filter does a much better job. 

I have written a very small program to calculate the response using a two-pole passive filter. You can run it under QBASIC or QB45 or Power Basic. Here it is.

  '..transfer response for an RCRC filter

        DEFSNG A-Z

        pi = 4 * ATN(1)

        INPUT "R (ohms)"; r

        INPUT "c (uF)"; c

        c = c / 1000000

        PRINT "Pole location is "; 1 / pi / 2 / r / c; "Hz"

        INPUT "Input frequency (Hz)"; f

        w = 2 * pi * f

  w0 = 1 / r / c

        g = w0 ^ 2 / SQR((w0 ^ 2 - w ^ 2) ^ 2 + 9 * w0 ^ 2 * w ^ 2)

        PRINT "Gain of filter is "; g

        INPUT "Input voltage"; vin

        vout = vin * g

        PRINT "Output ripple is"; vout; "volts"

        END

I think it should be evident that other types of low-pass filters could be used here, particularly active filters, but a discussion of active filters would get me in trouble with the editors of Nuts and Volts for taking up too much space. Besides, a passive filter will work quite well for many applications and is simpler to build.

The Real-time Clock

Built into the interrupt handler there is a variable called RTC%. This is the real-time clock. This can be used for timing in your program anywhere you need it.

A common task is to make the main loop (DO – LOOP) run at a constant repetition rate. This can be done by reading or setting RTC% at the top of the loop and then waiting for RTC% to increase by a constant number of counts at the end of the loop. 

Suppose you’re running an 8 MHz processor clock with a TIMER0 prescaler of 1. The interval between interrupts is then 1/8MHz*256 = 32 usec. Now further suppose that you want your loop to run once every 10 milliseconds. RTC% would advance 10 msec/32usec or 312.5 counts in this interval.  So let’s reset the real-time clock at the top of the loop and then wait for 312 counts to elapse at the bottom of the loop. This will effectively make the loop repeat about every 9.98 msec. Here’s how the code would look.


DO


  rtc% = 0


  '… the rest of your code goes here…


  DO


    IF rtc% > 312 THEN



EXIT DO


    END IF


  LOOP


LOOP

Now that was easy. Obviously in this example, the time for the main loop could be theoretically extended out to a maximum of (2^16)*32usec or 2 seconds. If you ever need a real-time clock that is that slow or slower, I would recommend incrementing a second integer on the overflow of RTC% inside the interrupt handler. This would push the time capability out to 38 hours. 

Happy computing!

